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git - a stupid content tracker
● Started by Linus Torvalds in April 2005.
● Originally designed for the kernel

project.
● Supports:

– Distributed, highly parallel development style.
– Large project, many small changes.

● Used by non-kernel projects, too.
– Wine, xcb, Cairo, U-boot, xmms2,...
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Kernel project is very active
● 100+ contributors
● 1000+ patches/month

05Apr 05May 05Jun 05Jul 05Aug 05Sep 05Oct 05Nov 05Dec 06Jan 06Feb 06Mar 06Apr 06May 06Jun

0
250

500
750
1000
1250

1500
1750
2000

2250
2500
2750
3000

3250
3500
3750

4000

authors

changes

Month



git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

Key to scaling: distribution

● Working on fixes and enhancements
– Parallel development, without interfering with each 

other.
– Disconnected mode of operation.
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● Working on fixes and enhancements
● Integrating others changes
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Key to scaling: distribution

● Working on fixes and enhancements
● Integrating others changes

Linus does not scale



git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

Key to scaling: distribution

● Working on fixes and enhancements
● Integrating others changes

●Not directly working with 
100+ people.
●Network of “Fairly central 
person” and “Trusted 
Lieutenants”.
●Not a hierarchy.

This happened when
“the SCM that came before git” was 

adopted by the kernel project.
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Distributed Integration
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Distributed Integration

05Apr 05May 05Jun 05Jul 05Aug 05Sep 05Oct 05Nov 05Dec 06Jan 06Feb 06Mar 06Apr 06May 06Jun

0
250

500
750

1000
1250

1500
1750
2000

2250
2500

2750
3000

3250
3500

3750
4000

The entire kernel tree (Linus Torvalds)

total changes

commit by Linus

merge by Linus

changes by Linus

Month

Changes integrated by merging 
from subsystem maintainers

Changes came in e-mails, 
primarily via Andrew

Merges



git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

Distributed Integration
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Concepts

● Tree records
project state
– What content?
– Where in the

directory hierarchy?
– Under what name?
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Concepts

● Tree
● Commit

– What project state?
– By whom?
– Where did it come 

from?
– Why?
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Concepts

● Tree
● Commit
● Repository

– Stores the entire 
project history 
leading to the 
“current” state.
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Concepts

● Commit ancestry 
describes the 
project history.
– What was done?
– By Whom?
– Where did they 

come from?
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Concepts

● Commit ancestry
● Branches

– Records which 
commit is the tip of 
each track of 
development.
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Concepts

● Commit ancestry
● Branches
● Merges

– Joining more than 
one tracks of 
development
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Concepts

● Commit ancestry
● Branches
● Merges

The essence of git
is to build and 

traverse commit 
ancestry graph
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Branching

● No single repository 
is inherently 
“authoritative”.
– Linus's repository is 

“official” only by social 
convention.
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Branching

● No single repository 
is inherently 
“authoritative”.

● Everybody can fork 
and make his own 
changes.
– Clone a repository
– Create a new branch
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Branching

● No single repository 
is inherently 
“authoritative”.

● Everybody can fork 
and make his own 
changes.

● Typically, a branch is 
used to work on a 
specific “topic”.
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and make his own 
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used to work on a 
specific “topic”. 



git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

Branching

● No single repository 
is inherently 
“authoritative”.

● Everybody can fork 
and make his own 
changes.

● Typically, a branch is 
used to work on a 
specific “topic”. 
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Merging

●Consolidate work
–on different branches
–often from different 
people

●Come up with a project 
state that is more 
desirable than all of 
them, given two or 
more project states.

?
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Merging (cont'd)

●git uses the 3-way 
merge algorithm. ?
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
?
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:

?
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:
● if only one-side changes,

take that change.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:
● if only one-side changes,

take that change.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:
● if only one-side changes,

take that change.
● if both sides change to the 

same result, use it.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:
● if only one-side changes,

take that change.
● if both sides change to the 

same result, use it.
● otherwise it is a conflict.
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Merging (cont'd)

●3-way merge 
algorithm is applied 
to paths as well.

path1/file1

path1/file1

path2/file2

path2/file2
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Merging (cont'd)

?

●Conflicts
●There is no single 
“correct” merge.

●Not all merges can be 
automated.
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Distributed Development

● Start by cloning from 
an upstream 
repository.
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Distributed Development

● Start by cloning from 
an upstream 
repository.
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Distributed Development

● Work independently, 
building up new 
commits.
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Distributed Development

● Work independently, 
building up new 
commits.

● In your own, separate 
repository.

● No need for “commit 
privilege”.
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Pull (phase 1 - fetch)

● Upstream “somehow” 
learns that the other 
has done quite a lot of 
good work.
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Pull (phase 1 - fetch)

● Upstream “somehow” 
learns that the other 
has done quite a lot of 
good work.

● Get new commits the 
other has created with 
“git fetch”.
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Pull (phase 2 - merge)

● After fetching new 
commits made by the 
other, merge the tip of 
it into the current 
branch.
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Completing the Circle

● Pulling again from the 
upstream completes 
the circle.
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● Occasional merge 
from your upstream is 
GOOD.
– to make sure your 

changes are still 
applicable.

Keeping history clean?
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● Occasional merge 
from your upstream is 
GOOD.

● ... but don't leave 
unnecessary cruft 
around.
– If it merges cleanly, 

reset and keep going.

Keeping history clean?
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● Occasional merge 
from your upstream is 
GOOD.

● ... but don't leave 
unnecessary cruft 
around.
– If it merges cleanly, 

reset and keep going.
– Otherwise...

Keeping history clean?

Keep merge and
fixup patches.

... or rebase
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Archeology

● In a large project, no 
single person knows 
everything.
– Visualization

● gitk, gitview
● gitweb
● tig

– Bisection
– History simplification
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History Visualization
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Bisection

● “It used to work but now it doesn't!”
● There is a bug somewhere “between these two 

revisions”, but where?

Suspects

Bad

Good
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Bisection

● “It used to work but now it doesn't!”
● There is a bug somewhere “between these two 

revisions”, but where?
● Non-linear nature of the history makes it a bit 

complex to search this space optimally.

Suspects

Bad

Good
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Bisection (cont'd)

Bad?

Suspects

Bad

Good
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Bisection (cont'd)

Good?

Suspects

Bad

Good
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Bisection (cont'd)

Suspects

Bad

Good

● Repeatedly narrow down the suspects, until the 
guilty change is found.
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History Simplification
$ git log arch/i386 include/asm-i386
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History Simplification

=
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*

*
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$ git log arch/i386 include/asm-i386



git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

History Simplification

=
==

*

*

**

*
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**
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=

=

*

The entire side branch can become irrelevant

$ git log arch/i386 include/asm-i386
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Hot off the press...
$ git log -p --merge

● Merge conflict – Ugh!
● What are the changes that touch conflicted 

paths since common ancestors?
● Show me both the log and the patch
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Hot off the press...
$ git log -p --merge
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$ git log -p --merge

$ git log -p HEAD MERGE_HEAD --not \

  `git merge-base –-all HEAD MERGE_HEAD` \

  -- `git ls-files -u | cut -f2 | uniq`
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● Portability
– Mostly written in C, with higher level UI in POSIX 

shell and some Perl/Python/Wish mixture.
– The overall design is heavily based on “pipeline of 

tools” UNIX philosophy – important tools are being 
rewritten in C. 

– Draws performance from availability of fast stat(2) 
call, among other things.

The Road Ahead
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The Road Ahead

● Portability
– Mostly written in C, with higher level UI in POSIX 

shell and some Perl/Python/Wish mixture.
– The overall design is heavily based on “pipeline of 

tools” UNIX philosophy – important tools are being 
rewritten in C. 

– Draws performance from availability of fast stat(2) 
call, among other things.

Do non-Linux Platforms Still Matter?
:­) :­) :­) :­) :­)
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The Road Ahead

● Portability
● Libification

– “Run-once, exit(3) will clean up after us” mentality
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The Road Ahead

● Portability
● Libification
● Partial Repository

– Two dimensions:
● Time - “don't care about history before version X”
● Space - “only interested in this subtree”

– Both are non-trivial problems.
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The Road Ahead

● Portability
● Libification
● Partial Repository
● Merge Performance

– We currently do merges faster than anybody else.
– We could do better.

● Not traversing identical subdirectories.
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The Road Ahead

● Portability
● Libification
● Partial Repository
● Merge Performance
● Documentation

– We have enough information, but scattered all over.
– Google remembers ancient information for too long.



git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

The Road Ahead

● Portability
● Libification
● Partial Repository
● Merge Performance
● Documentation
● More “contributor support”

– Enough support for “integrators”
– “Best Current Practices” work flow for contributors 

and subsystem people
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The Road Ahead

● Portability
● Libification
● Partial Repository
● Merge Performance
● Documentation
● More “contributor support”
● World Domination ;-)
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Comments?
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git – a stupid content tracker

Junio C Hamano
<junkio@twinsun.com>

Hi, I am the git maintainer, I wrote a paper on git 
for the conference, and this talk is about "git - a 
stupid content tracker".

Although I've been using Linux for a long time, I 
am not a kernel person myself, and I always 
admired and respected people who work on the 
kernel.  It makes me feel somewhat awkward to 
be standing in front of you today, but at the same 
time it is a great honor for me.

I'd like to thank NEC for funding me to be here.

This afternoon, we will have three git sessions in 
a row.  This talk, and then two tutorials in the 
Tutorial room D.  I hope you enjoy these talks.
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git - a stupid content tracker
● Started by Linus Torvalds in April 2005.
● Originally designed for the kernel

project.
● Supports:

– Distributed, highly parallel development style.
– Large project, many small changes.

● Used by non-kernel projects, too.
– Wine, xcb, Cairo, U-boot, xmms2,...

The git project was started in April 2005 by Linus, 
and as you all know, its primary target was the 
kernel project.

The key features are meant to support 
distributed, highly parallel development style, 
employed by the kernel project, and it can deal 
with projects with a reasonable size, with very 
frequent changes.

Although git originally was designed for the kernel 
project, more and more people outside the kernel 
community seem to use it to manage their own 
projects these days; examples include Wine, and 
Cairo graphics, and I was told the list is growing.
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Kernel project is very active
● 100+ contributors
● 1000+ patches/month
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Here is a graph that shows how active the kernel project is.  
The reason I have this slide is because I want to show what 
the problem git wants to solve is.

The orange area at the bottom shows that every month 
since April last year, which was the month when the kernel 
project started to use git to manage its sources, 250 to 500 
people contributed changes to the kernel every month.

The blue area at the top shows the total number of changes 
made to the kernel.  For the first couple of months, the 
number of changes started small and ramped up.  There 
are some seasonal fluctuations, but you can see that a 
couple of thousand to close to four thousand changes were 
made to the kernel every month.  That roughly translates to 
more than 100 patches a day, which obviously is not 
something any single person can be on top of.
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Key to scaling: distribution

● Working on fixes and enhancements
– Parallel development, without interfering with each 

other.

– Disconnected mode of operation.

In order to be able to manage such an active 
project, the key to scaling is distribution.  
There are two aspects to it.

One is about actually producing changes.  
People from all over the world should be able 
to develop in parallel without interfering with 
each other.
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Key to scaling: distribution

● Working on fixes and enhancements
● Integrating others changes

But equally or even more importantly, the 
results of the work done by many contributors 
need to be integrated to the mainline at some 
point to produce a new upstream version, 
and the work of integration itself needs to 
scale well.

This picture shows how the things were long 
time ago.  There was the central integrator, 
and all the subsystem maintainers sent 
patches upstream.
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Key to scaling: distribution

● Working on fixes and enhancements
● Integrating others changes

Linus does not scale

The process had an obvious single 
bottleneck, and everybody was unhappy.  
This was the famous problem: "Linus does 
not scale".
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Key to scaling: distribution

● Working on fixes and enhancements
● Integrating others changes

●Not directly working with 
100+ people.

●Network of “Fairly central 
person” and “Trusted 
Lieutenants”.

●Not a hierarchy.
This happened when

“the SCM that came before git” was 
adopted by the kernel project.

When the kernel project adopted the source 
management system that came before git, Linus 
declared that he does not work with hundreds of people; 
instead, he can directly interact with only several people.

So a new style of process was formalized. There still 
was Linus as "a fairly central" person, but around him 
there were several "trusted lieutenants" that cover 
various key areas of the kernel.  In this new model,  
these core people as a group help each other to 
integrate the changes from contributors to the mainline. 
This made the integration smoother and accelerated the 
development throughout 2.5-2.6 cycle.

I should mention that this process improvement is not 
something git can take credit for; it was done when the 
source management system that came before git was 
adopted by the kernel project.  But an important point is 
that git continues to support this style of integration.
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Distributed Integration
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The next two slides show that this distributed 
integration process works rather well in practice.

The first slide shows contribution to the mainline 
made by one subsystem maintainer, Jeff Garzik. The 
orange area at the bottom shows the changes made 
by Jeff himself, and the blue area at the top shows 
the changes by other people he helped to integrate 
into the mainline.  These changes were submitted in 
a patch form, and happened to fall within the area of 
expertise and responsibility of Jeff, so he inspected 
the changes, interacted with the submitters, helped 
improving them, and finally integrated them to his 
tree.  The amount of changes by other people are 
obviously far bigger than what Jeff did himself. There 
are about 100 to 200 changes integrated this way 
through him every month.
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Distributed Integration
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This shows the contribution made by Linus.  The story is similar but 
the scale of this graph is different from the previous slide, so the 
changes by Linus himself, which are supposed to be shown in 
orange, are not even visible in the graph.

The magenta area at the bottom shows the number of "merges" 
into Linus's tree. These are integration events from people like Jeff.

Blue area in the middle shows the changes that were added to 
Linus's tree that came as e-mailed patches.  And the yellow area at 
the top shows the total number of changes.  This last group of 
changes were not written by Linus, nor integrated by Linus, but 
were brought in when Linus merged from other people.

During the most active month so far -- that is March this year -- 
when four thousand changes were added to the kernel tree, there 
were about 100 such merges, so instead of having to inspect every 
single line of 4000 changes himself, by trusting his subsystem 
people to do a good job, Linus managed to integrate thousands of 
changes to the mainline with relatively few number of merges.
(continue to the same slide, next page)
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Distributed Integration

05Apr 05May 05Jun 05Jul 05Aug 05Sep 05Oct 05Nov 05Dec 06Jan 06Feb 06Mar 06Apr 06May 06Jun

0
250
500
750
1000
1250
1500
1750
2000
2250
2500
2750
3000
3250
3500
3750
4000

The entire kernel tree (Linus Torvalds)

total changes

commit by Linus

merge by Linus

changes by Linus

Month

Changes integrated by merging 
from subsystem maintainers

Changes came in e-mails, 
primarily via Andrew

Merges

I should also point out that the number of patches Linus 
accepted, the blue area in the middle, is disproportionately 
large, compared with the number for Jeff.  For example, 
March this year there were about 1300 such changes.  But 
about 80% of this is patch-bomb from Andrew Morten, who 
does not use git to synchronize with Linus.

While the underlying mechanism that was used to integrate 
these changes is different from the case of integrating with 
other people, the principle is the same here.  Linus did not 
have to inspect many of the changes in blue area very 
closely himself. Instead he could trust Andrew to send him 
only good changes.

These slides show that distributed integration scales well in 
practice.  At the same time, it also tells us that both merging 
and applying patches to get changes from other people 
must be extremely fast, because it happens so often, and 
that is how the project makes a progress.
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Concepts

● Tree records
project state
– What content?

– Where in the
directory hierarchy?

– Under what name?

Now let's talk a little bit about what git operates 
on and how it works.  I am not going to go into 
too low-level details today, and will start at 
"trees".

A tree records a project state.  In the kernel 
project, there are about 20 thousand files. A 
project state is defined by where they are and 
what they contain.  A tree records that 
information.
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Concepts

● Tree
● Commit

– What project state?

– By whom?
– Where did it come 

from?
– Why?

There are many project states; after all, a few 
thousand changes are made to the kernel every 
month.  What ties these project states in a history 
is called "commits".  A commit points at a tree to 
describe what project state it is about, who made 
that commit, and it has a pointer to the previous 
commit, so that you can tell where it came from.  
And it has a textual comment to describe why 
that change was made.

The tree on the left hand side had files with these 
contents, and some piece of information was 
modified here, some piece of information was 
added there, and the new commit says who 
made that change and why the change was 
necessary.
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Concepts

● Tree
● Commit
● Repository

– Stores the entire 
project history 
leading to the 
“current” state.

We store these series of commits along with their 
associated trees in a container and call that a 
repository.  So a repository stores the entire 
development history that leads to the "current" 
state, whatever that is.
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Concepts

● Commit ancestry 
describes the 
project history.
– What was done?
– By Whom?

– Where did they 
come from?

So if you look at a repository, commits found in it 
form a directed acyclic graph.  This commit 
ancestry graph describes the project history -- 
what was done by whom, and how the project 
came into its "current" state.
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Concepts

● Commit ancestry
● Branches

– Records which 
commit is the tip of 
each track of 
development.

I kept saying "current" state, but it is not clear 
what defines which commits are "current”.

The commit ancestry graph is not linear but is a 
DAG, so there can be tracks of parallel 
development leading to multiple tips. Branches 
are used record these tips of tracks of 
development.

In this picture there are two tracks of 
development, and red arrows show where the tip 
of each branch is.
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Concepts

● Commit ancestry
● Branches
● Merges

– Joining more than 
one tracks of 
development

Multiple tracks of development can be combined 
with a "merge". After a merge happens, the 
branches merged together will both point at the 
same commit that is the result of the merge.
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Concepts

● Commit ancestry
● Branches
● Merges

The essence of git
is to build and 

traverse commit 
ancestry graph

The essence of git is to build the commit ancestry 
graph, which happens during development, and 
traverse the commit ancestry graph, which 
happens during archeology.



  

 

git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

18

Branching

● No single repository 
is inherently 
“authoritative”.
– Linus's repository is 

“official” only by social 
convention.

Earlier I said the key to scaling are distributed 
development and distributed integration.  
Branching and merging are the operations to 
achieve them.  So let's talk about branching first.

In git, no single repository is inherently 
authoritative. Linus's repository is official only by 
social convention.
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Branching

● No single repository 
is inherently 
“authoritative”.

● Everybody can fork 
and make his own 
changes.
– Clone a repository
– Create a new branch

From there, everybody can fork and make his 
own changes, by first cloning from Linus and 
optionally making new branches in his repository.



  

 

git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

20

Branching

● No single repository 
is inherently 
“authoritative”.

● Everybody can fork 
and make his own 
changes.

● Typically, a branch is 
used to work on a 
specific “topic”.

Typically a branch is used to work on a specific 
"topic", and we call such branches "topic 
branches".
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Branching

● No single repository 
is inherently 
“authoritative”.

● Everybody can fork 
and make his own 
changes.

● Typically, a branch is 
used to work on a 
specific “topic”. 

So in this picture, this track of development might 
be working on adding the support for a new 
network card, while this track might be improving 
memory management and this other track might 
be working on something else.
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Branching

● No single repository 
is inherently 
“authoritative”.

● Everybody can fork 
and make his own 
changes.

● Typically, a branch is 
used to work on a 
specific “topic”. 

And as we have seen earlier, a repository can 
have more than one branches.  For example, the 
person who created a repository on the right side 
has two branches in it.
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Merging

●Consolidate work
–on different branches
–often from different 
people

●Come up with a project 
state that is more 
desirable than all of 
them, given two or 
more project states.

?

 At some point, we need to consolidate the 
result of parallel development on different 
branches.  Merging is to take two or more 
project states, and come up with a project 
state that is more desirable than all of them.

So if we are to merge these two branches, 
we would want to have all the good things 
that happened in each branch and 
consolidate them to produce a new version.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm. ?

In the automated case, git uses the traditional 
three-way merge algorithm.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
?

Given two branches to merge, we first find a 
common ancestor.

So in this example, we are about to merge these 
two branches, and find this common ancestor.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:

?

And come up with the result by looking at the 
three states: the two branches to be merged and 
the common ancestor.  We do not look at 
anything else after this point.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:
● if only one-side changes,

take that change.

There are three rules used to come up with the 
result.  The first is if only one-side changes, we 
take that change.

The left hand side added a face and a star, while 
the right hand side didn't do anything in that area, 
so we take these changes.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:
● if only one-side changes,

take that change.

The same rule applies to what the right hand side 
did.  The color of octagon was changed and a 
heart was added, both only on the right hand 
side, so we take these changes.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:
● if only one-side changes,

take that change.
● if both sides change to the 

same result, use it.

The second rule is this.  If both sides made 
identical change, we take that.  The color of the 
background was changed on both sides to the 
same color from the common ancestor, so we 
take that.

This rule is fairly important in practice.  There are 
cases where the same patch is picked up by 
multiple subsystem people and end up in Linus's 
mainline, and such changes are handled with this 
rule when branches are merged.
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Merging (cont'd)

●git uses the 3-way 
merge algorithm.

● find a common ancestor
● come up with the result, 
while looking at only 3 
states:
● if only one-side changes,

take that change.
● if both sides change to the 

same result, use it.
● otherwise it is a conflict.

And the last rule is that otherwise it is a conflict.
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Merging (cont'd)

●3-way merge 
algorithm is applied 
to paths as well.

path1/file1

path1/file1

path2/file2

path2/file2

It is worth pointing out that the 3-way merge 
algorithm is applied to both contents and paths.

In the picture, left hand side makes the modification 
in place, while the right hand side renames the path 
and makes modification there, so the “one-side 
changes while other side doesn't then we take the 
change” rule applies, and the merge result is stored 
in the renamed path.
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Merging (cont'd)

?

●Conflicts
●There is no single 
“correct” merge.

●Not all merges can be 
automated.

As with any source management system, there 
will be conflicts involved in merges.  git does not 
try to be clever, and does not do much more than 
detecting problematic cases and flag them for 
human attention, partially because we are lazy 
but primarily because not all merges can be 
automated anyway.

In this picture, it is obvious that we would want to 
paint the background to the color left hand side 
changed to, and we would want to add star and 
face, but it is not clear if the star should come on 
top of the face or the other way around.  There is 
no single "correct" merge and the integrator 
needs to make a decision in such a case.
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Distributed Development

● Start by cloning from 
an upstream 
repository.

The pictures so far showed that branching and 
merging are done within a repository, but  
distributed development typically involves more 
than one person.  So let's see how that goes.

First, there is an existing repository, ...
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Distributed Development

● Start by cloning from 
an upstream 
repository.

... which is cloned to a copy.  This bottom 
repository is created and the commits in the 
original repository are copied into it.
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Distributed Development

● Work independently, 
building up new 
commits.

Because all repositories are created equal and 
there is no inherent master-slave relationship 
among them, once a clone is made, you can 
independently perform your own development in 
it.

In git terms, that means to grow the commit 
ancestry graph in your own way while the other 
person is doing other things.
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Distributed Development

● Work independently, 
building up new 
commits.

● In your own, separate 
repository.

● No need for “commit 
privilege”.

There is no need to ask permission from the 
upstream person when making and recording 
your own changes in your cloned repository. The 
clone is your own repository and you can do 
whatever you want without interfering with what 
other people are doing.

So we build more commits like these while the 
upstream is working on something else.
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Pull (phase 1 - fetch)

● Upstream “somehow” 
learns that the other 
has done quite a lot of 
good work.

When it is time to integrate, here is what typically 
happens.

First the upstream somehow learns that you did 
good work,...
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Pull (phase 1 - fetch)

● Upstream “somehow” 
learns that the other 
has done quite a lot of 
good work.

● Get new commits the 
other has created with 
“git fetch”.

... and he fetches from you.  Fetching means 
getting what the other side has but are missing 
from yours.  So the upstream had the blue ones 
but now it gets yellow ones from you.
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Pull (phase 2 - merge)

● After fetching new 
commits made by the 
other, merge the tip of 
it into the current 
branch.

After fetching what you did, the upstream 
performs a merge, which we talked about 
already.  The result becomes the tip of the 
upstream branch, and all the good changes you 
made is now integrated in the upstream.
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Completing the Circle

● Pulling again from the 
upstream completes 
the circle.

When you pull from the upstream next time, you 
get these yellow stuff from the upstream.  Your 
earlier tip of the branch is contained in the 
updated upstream branch, so now you and the 
upstream are in sync.

That's how distributed development works with 
git.
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● Occasional merge 
from your upstream is 
GOOD.
– to make sure your 

changes are still 
applicable.

Keeping history clean?

Yesterday in the BOF, Len brought up that 
Linus suddenly started insisting on keeping 
the history clean, which is adding burden, 
from his point of view unnecessary burden, 
on people who merge with him.

I would say that occasional merge back from 
upstream is good.  It helps to make sure that 
your changes are still applicable cleanly 
upstream.
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● Occasional merge 
from your upstream is 
GOOD.

● ... but don't leave 
unnecessary cruft 
around.
– If it merges cleanly, 

reset and keep going.

Keeping history clean?

However, if it merges cleanly, both textually 
and semantically, then there really isn't any 
reason for you to leave the merge in the 
history.  In the long run, as Linus insists, you 
are better off rewinding that test merge and 
keep going.  Because you already know the 
work of you so far and the work upstream do 
not conflict textually, and more importantly 
they are semantically compatible, so leaving 
the test merge in the history you are going to 
feed upstream does not help later merge in 
any way.  It just clutters the history.
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● Occasional merge 
from your upstream is 
GOOD.

● ... but don't leave 
unnecessary cruft 
around.
– If it merges cleanly, 

reset and keep going.
– Otherwise...

Keeping history clean?

Keep merge and
fixup patches.

... or rebase

When you do need to fix up the merge textually, 
or need to adjust to the semantic or structural 
change in the upstream, I would not think Linus 
minds that test merge to be a real merge.  It truly 
adds value to record what happened in your 
development history honestly in such a case; you 
did adjust your series to the upstream changes.

You could, if you really care about absolutely 
clean history, rebase your work on the updated 
upstream, and some people seem to do this (e.g. 
David S Miller, Jeff Garzik).  I think that is a very 
nice gesture but personally I do not think it is 
absolutely necessary (but I am not Linus).
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Archeology

● In a large project, no 
single person knows 
everything.
– Visualization

● gitk, gitview
● gitweb
● tig

– Bisection
– History simplification

In a large and active project, there is no way a 
single person can know everything that is 
happening in the system all the time.  So we 
need a good way to review what happened in the 
past when it is needed.

There are various tools and concepts, and all of 
them are about traversing the commit ancestry 
graph.



  

 

git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

45

History Visualization

This is a screen-shot from a command called 
"gitk", which is written in Tcl/Tk by Paul 
MacKerras, who is known for his PowerPC work 
in the kernel circle.  This tool allows you to 
visually inspect the commit ancestry graph and 
review what happened.

Each commit in the history is denoted by a circle 
and time flows from bottom to top.
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Bisection

● “It used to work but now it doesn't!”
● There is a bug somewhere “between these two 

revisions”, but where?

Suspects

Bad

Good

One powerful thing that can be done by 
traversing the commit ancestry graph is bisection 
search for bugs.

The problem it helps to solve is this: It used to 
work here, but now it doesn't.  What happened? 
What broke it?

The project state at this blue commit was good, 
but the red one is not, so the changes leading to 
these yellow commits are suspects.

However, the development history git can 
represent is not linear like this.  It is more like...
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Bisection

● “It used to work but now it doesn't!”
● There is a bug somewhere “between these two 

revisions”, but where?
● Non-linear nature of the history makes it a bit 

complex to search this space optimally.

Suspects

Bad

Good

... this.  The non-linear nature of the history 
makes it a bit complex to search this space 
optimally.

When we tell git that this blue one was good and 
this red one is now bad,...
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Bisection (cont'd)

Bad?

Suspects

Bad

Good

... git tells you to try this one out.  The project state is 
checked out, and you compile and do your usual test 
to reproduce the problem you found at the red 
commit.

The suggestion git gives you is designed to be near 
half-way in this graph.  What this means is whether 
the commit turns out to be good or bad, it will 
approximately halve the search space.

Suppose this commit were bad. What that means is 
that it was bad here already, so the light blue ones 
couldn't have contributed to the breakage there; 
because this bad commit did not even know about 
these light blue commits when it was made.  So they 
can be excluded from the set of suspects, and now 
you have to look for the guilty party from remaining 
yellow ones.
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Bisection (cont'd)

Good?

Suspects

Bad

Good

On the other hand, if this one turns out to be 
good, that means the ones that lead to it cannot 
have caused the latest one to break.  The 
breakage must have come from somewhere else, 
so they are now excluded from the set of 
suspects.
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Bisection (cont'd)

Suspects

Bad

Good

● Repeatedly narrow down the suspects, until the 
guilty change is found.

Then you tell git the result of the test.  Suppose it 
tested out OK.  Then git gives you another one to 
try.  This way, we repeatedly narrow down the 
suspects until the true guilty change is found.



  

 

git – a stupid content tracker
Copyright © 2006 Junio C Hamano, All rights reserved.

51

History Simplification
$ git log arch/i386 include/asm-i386

Another interesting thing git does over the commit 
ancestry graph is history simplification.  This 
helps archeology to find out what happened quite 
a bit.

You've seen this command mentioned by Linus 
often in the kernel mailing list.  It reads: show me 
the changes that touch things in these two 
hierarchies.
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History Simplification

=
==

*

*

**

*

=
==

=

**

*
*

=
=

=

*

$ git log arch/i386 include/asm-i386

Suppose the commit ancestry graph looked like 
this, and only the red arrows have any change in 
the hierarchies specified.  So for example, 
between these two commits that are marked with 
'=', there is no change in these two hierarchies.
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History Simplification

=
==

*

*

**

*

=
==

=

**

*
*

=
=

=

*

The entire side branch can become irrelevant

$ git log arch/i386 include/asm-i386

Then the list of commits the command gives you are 
these.  One interesting thing is that although many 
things happened in the side branch during the time, 
the entire side branch can become irrelevant.

For example, if we look at the last merge, the result is 
identical to the development track at the top, so 
whatever the change we inherited from the other 
parent does not matter when digging these two 
hierarchies from the top.

An earlier merge to the top track is the same way.  
Both branches touched the area we are interested in 
but the result ended up to be the same as the 
previous one on the top development track.
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Hot off the press...
$ git log -p --merge

● Merge conflict – Ugh!
● What are the changes that touch conflicted 

paths since common ancestors?
● Show me both the log and the patch

This is quite a recent addition.  Linus wanted to 
have something like this about a few weeks ago 
while resolving a conflicted merge, and the 
problem it tries to solve is...
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Hot off the press...
$ git log -p --merge

Suppose the commit ancestry graph looked like 
this, and only the red arrows have any change in 
the hierarchies specified.  So for example, 
between these two commits that are marked with 
'=', there is no change in these two hierarchies.
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$ git log -p --merge

$ git log -p HEAD MERGE_HEAD --not \

  `git merge-base –-all HEAD MERGE_HEAD` \

  -- `git ls-files -u | cut -f2 | uniq`

This is something we could have done by 
scripting low-level commands, but is a good 
pattern to automate.  Written in long-hand, it 
looks like this.
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● Portability
– Mostly written in C, with higher level UI in POSIX 

shell and some Perl/Python/Wish mixture.

– The overall design is heavily based on “pipeline of 
tools” UNIX philosophy – important tools are being 
rewritten in C. 

– Draws performance from availability of fast stat(2) 
call, among other things.

The Road Ahead

To conclude the talk, I'd mention a few things 
that needs further work.  One is portability.

git is mostly written in C with...

All of the these make it somewhat dependent 
on having a sane POSIXy platform, and 
people on not-so-POSIX platforms 
sometimes suffer.

But this being a talk at the Linux Symposium, 
I should have to say this...
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The Road Ahead

● Portability
– Mostly written in C, with higher level UI in POSIX 

shell and some Perl/Python/Wish mixture.

– The overall design is heavily based on “pipeline of 
tools” UNIX philosophy – important tools are being 
rewritten in C. 

– Draws performance from availability of fast stat(2) 
call, among other things.

Do non-Linux Platforms Still Matter?
:­) :­) :­) :­) :­)

... with smileys.
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The Road Ahead

● Portability
● Libification

– “Run-once, exit(3) will clean up after us” mentality

Also we will be working on making the core part of the 
system callable as subroutines.  This is a bit involved 
because the way the system originally was designed was 
as a set of small programs to be integrated with shell 
scripts, and some data structures are done with “we will run 
only once and exit will clean up after us” mentality.  But we 
are slowly making progress.
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The Road Ahead

● Portability
● Libification
● Partial Repository

– Two dimensions:
● Time - “don't care about history before version X”
● Space - “only interested in this subtree”

– Both are non-trivial problems.

The next thing that we might want to add is support for 
partial repositories.  There are two dimensions to the 
problem.

One is time dimension -- often people would want to deal 
only with recent history.

The other is space dimension -- sometimes people would 
want to deal only with a subdirectory of the entire project.

Unfortunately both of these are non-trivial problems and we 
do not have good solution to them yet.

One possible approach could be to solve them by going the 
other way around, starting from multiple histories and 
grafting them together, and starting from multiple sub-
projects and overlaying them on top of each other.
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The Road Ahead

● Portability
● Libification
● Partial Repository
● Merge Performance

– We currently do merges faster than anybody else.
– We could do better.

● Not traversing identical subdirectories.

Another thing is merge performance.

As people may know, Linus is a speed freak, at 
least when it comes to programming. We 
currently can do merges faster than anybody 
else, but we could do better.  One stupid thing the 
current merge program does is that it traverses 
all 20 thousand paths even when some top-level 
directories are known to be identical.  There are 
other things that we could optimize to make 
merges go even faster.
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The Road Ahead

● Portability
● Libification
● Partial Repository
● Merge Performance
● Documentation

– We have enough information, but scattered all over.

– Google remembers ancient information for too long.

Another thing maybe is to make it more user 
friendly, which would help new people.

Currently we have enough information in the 
documentation but scattered all over.  We might 
need a better organization.

Another problem in the Internet era is that Google 
remembers ancient information for too long, and 
the development of git so far has been quite 
rapid.  I do not have a good solution for this 
problem.
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The Road Ahead

● Portability
● Libification
● Partial Repository
● Merge Performance
● Documentation
● More “contributor support”

– Enough support for “integrators”
– “Best Current Practices” work flow for contributors 

and subsystem people

Yesterday during the BOF it was pointed out that 
the work flow is not well documented.  We started 
out as a set of atomic operations, because we did 
not really know what combinations and 
sequences of the atomic operations form good 
patterns when we started, so set of small 
programs was an easy way to build up that 
expertise by allowing shell scripting.  Now we 
have passed that stage, so I expect we can start 
implementing good work flows at the tool level 
and in the documentation from now on.  This has 
already happened to a certain degree to the 
toolset the people in the integrator role uses 
every day, but more support for contributors are 
needed. 
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The Road Ahead

● Portability
● Libification
● Partial Repository
● Merge Performance
● Documentation
● More “contributor support”
● World Domination ;-)

And as usual, world domination would be nice.
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Comments?

... and I'll take comments here.


